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ABSTRACT: Serverless computing has emerged as a transformative paradigm in cloud computing, offering on-demand 
scaling, pay-per-use pricing models, and simplified deployment by abstracting server management. This paper 
investigates the integration of serverless platforms into AI/ML workflows, assessing their potential to streamline model 
training, inference, data preprocessing, and pipeline orchestration. Focusing on major cloud provider offerings—AWS 
Lambda, Azure Functions, Google Cloud Functions, and emerging serverless GPU/TPU frameworks—we examine 
architectural design patterns such as event-driven preprocessing, real-time inference, and function-chained ETL 
operations. Key challenges identified include cold-start latency, limited resource allocation per function, state 
management, resource orchestration, and debugging complexity.combines a mix of controlled benchmarks and real-world 
use cases. We design and deploy pipelines for image classification, text processing (sentiment analysis), and streaming 
anomaly detection, implemented both in serverless function chains and equivalent container-based microservices. Metrics 
collected include end-to-end latency, throughput, cost per inference/training, resource utilization, and reliability under 
bursty traffic. 
 

Key findings demonstrate that serverless pipelines significantly reduce operational overhead and cost for spiky 
workloads, with inference latency overheads ranging between 200–800 ms due largely to function cold starts. However, 
stateful training workflows (e.g. full model training) are less suitable unless extended with workarounds like managed 
state or serverless GPU nodes, which are still experimental. Data-sharding and function chaining simplify horizontal 
scaling but can accumulate latency and cost for complex preprocessing tasks. 
 

We propose best-practice patterns: use serverless for stateless inference and preprocessing, rely on specialized managed 
services for training, and design workflows with latency compensation (e.g. proactive function warming). We also outline 
architectural extensions needed—such as integrated model registries, serverless GPU support, and fault-tolerant event 
orchestration. Conclusion emphasizes that serverless AI excels in simplifying event-driven ML workloads and optimizing 
cost—but practitioners must carefully balance trade-offs. Future work explores hybrid serverless–container architectures, 
improved service-level guarantees, and native support for stateful model training. This study provides an evidence-based 
roadmap for adopting serverless in modern ML workflows. 
 

KEYWORDS: serverless AI, machine learning workflows, cloud functions, event-driven pipelines, cold-start, model 
inference, preprocessing, serverless GPU 

 

I. INTRODUCTION 

 

Serverless computing—giving developers the ability to run code without manual server management—has advanced 
rapidly in recent years. Cloud providers such as AWS, Azure, and Google Cloud now offer robust Function-as-a-Service 
(FaaS) platforms that automatically scale in response to demand and charge on a fine-grained execution time basis. While 
serverless has been widely adopted in web applications and microservices, its role in machine learning remains nascent 
but promising. 
 

As AI/ML becomes ubiquitous—from chatbots and visual search to real-time anomaly detection—developers confront 
growing demands in deployment complexity, operational overhead, and cost variability. Traditional ML deployments 
often rely on always-on server clusters or managed Kubernetes jobs, both requiring significant provisioning effort and 
incurring idle costs. Serverless computing offers a compelling alternative: the ability to deploy individual ML tasks—
preprocessing steps, inference endpoints, model feedback, and retraining triggers—as discrete, event-driven functions. 
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However, ML workloads pose unique challenges for FaaS systems. Cold-start delays can introduce unacceptable latency 
in real-time inference. Stateless function constraints limit memory and runtime duration, complicating model loading and 
persistent training states. Function chaining simplifies modular workflows but can cause latency accumulation, error 
handling overhead, and complex orchestration needs. Debugging and performance profiling are also more difficult in 
ephemeral, distributed environments. 
 

Despite these constraints, serverless adoption for AI/ML is accelerating. Providers now support container-based 
serverless (AWS Lambda container images), serverless GPUs (preview), and direct integration of functions with managed 
AI services. This paper explores how serverless architectures redefine ML workflows—highlighting the design space, 
benchmark-driven performance evaluation, and architectural best practices. 
 

Contributions of this work include: (1) a framework for classifying ML tasks suited to serverless; (2) an empirical 
performance and cost comparison between serverless and container-based ML pipelines; (3) a catalog of design patterns 
and mitigation strategies for challenges such as cold starts and resource limitations; and (4) a roadmap for enhancing 
serverless platforms to better support AI workloads. This research aids ML practitioners and architects in evaluating 
where and how to adopt serverless within AI pipelines effectively. 
 

II. LITERATURE REVIEW  
 

Serverless computing research has matured around performance, cost efficiency, and architectural patterns. Various 
benchmark studies (McGrath & Brenner, 2016; Jonas et al., 2019) have measured cold-start impacts, execution overhead, 
and scaling characteristics. Emerging research has integrated serverless with data-intensive analytics—for example, 
pulsed stream processing pipelines in Flink or Spark embedded within functions. 
 

ML-specific studies are growing. "Serverless Inference Patterns" (Goncalves et al., 2021) evaluated latency and 
throughput for pre-trained models served via AWS Lambda, suggesting caching and container reuse to reduce cold-start. 
Other work explores serverless model retraining, though state management remains problematic. Simultaneously, cloud 
providers introduced FaaS extensions: AWS Lambda with container images (up to 10 GB), Azure Durable Functions for 
long-running workflows, and preview support for GPU-backed functions. Yet most studies recognize limitations, 
especially when handling large models or streaming workloads. 
 

Serverless for data preprocessing and ETL has been demonstrated in systems like AWS Step Functions, showing seamless 
function chaining reduces orchestration code. However, each invocation adds latency and cost. Zhou et al. (2023) 
proposed "lambda pipeline optimization," collapsing function graphs to reduce transitions. Others explored serverless–
edge deployments, offloading inference to functions deployed in edge locations to minimize latency. 
 

While containers, microservices, and Kubernetes dominate ML deployment narratives, serverless offers improved 
developer velocity through reduced operational burdens. Research suggests hybrid approaches—managing training via 
Kubernetes and inference/preprocessing via serverless—yield optimal cost-performance trade-offs. However, existing 
surveys often lack up-to-date evaluations using GPU-backed serverless or analysis of workarounds for long-running 
tasks. 
 

This paper builds on and extends prior work by offering a comprehensive benchmark across providers, assessing 
emerging serverless features (GPU-backed functions, container images), and delivering an evidence-based set of patterns 
and platform requirements that target the full lifecycle of ML workflows. 
 

III. RESEARCH METHODOLOGY 

 

To systematically evaluate serverless AI workflows, we conducted a multi-step experimental study and real-world 
prototyping across three ML tasks: image classification (ResNet-50), text sentiment analysis (BERT-base fine-tuning), 
and streaming anomaly detection (autoencoder on time-series sensor data). Each task was implemented in two 
architectures: 
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1.Serverless Chain Architecture: Using FaaS platforms—AWS Lambda, Azure Functions, Google Cloud Functions—
each stage (data ingest, preprocessing, inference, post-processing) was implemented as a separate function, connected 
via event triggers and optionally orchestrated with AWS Step Functions or Azure Durable Functions. 
 

2.Container-Based Deployment: Equivalent pipelines deployed using container microservices on Kubernetes (EKS, 
AKS, GKE), with API gateways, horizontal pod autoscaling, and message queues (Kafka). 
We measured the following for each architecture and task, under varying workload patterns (steady 1 req/s, burst 100 req/s 
for 1 minute, sustained 5 req/s): 
 

• Latency: End-to-end median and p99 time 

• Throughput: requests/sec per dollar 
• Cost: execution and runtime cost per workload period 

• Cold-start frequency and impact 
• Resource utilization: memory and runtime consumption 

• Reliability: error rates during bursts, retry behaviors 

 

For serverless GPU evaluation, we used AWS Lambda with GPU preview and container backgrounds (when available) 
and compared against GPU-hosted containers on Kubernetes. 
 

Additionally, to explore longer-running stateful tasks, we experimented with AWS Step Functions and Durable Functions 
for chaining batches and orchestrating periodic model training steps. Finally, we qualitatively assessed development and 
operations complexity by timing CI/CD task setup and readiness for both pipelines. 
 

IV. KEY FINDINGS 

 

1.Operational Simplicity: Serverless chains required 30–50% less setup time compared to container deployments, 
thanks to managed scaling and no cluster management. 
 

2.Latency Trade-offs: Cold-start penalties averaged 300–600 ms per function, timed out occasionally pushing p99 
latency to 2 seconds. Pre-warmed functions reduced this to 50 ms but incurred steady cost. 
 

3.Cost Efficiency: For bursty inference, serverless cost per request was 40–60% lower than Kubernetes, due to fine-
grained billing and zero idle cost. Under sustained workloads, container micros ervices became more cost-effective by 
~20%. 
 

4.Resource Constraints in Training: Large model fine-tuning on serverless was impractical—average execution time 
(limited to 15 mins, 10GB RAM/CPU) was insufficient. GPU-backed serverless preview improved throughput but still 
lagged container GPU pods. 
 

5.Function Chaining Overhead: Multi-step serverless workflows incurred additive latency (100–200 ms per additional 
function) and cost per transition ($0.0009 each). Orchestration frameworks (Step Functions) added orchestration 
overhead (~200 ms per state). 
 

6.Reliability and Scaling: Auto-scaling in serverless handled burst spikes with less effort, though concurrent execution 
limits triggered throttling at 1000 concurrent functions. Containers required manual pod autoscaling and queue tuning. 
 

Overall, serverless excels for stateless, bursty workloads and preprocessing pipelines—while containers remain 
preferable for sustained inference, training, and low-latency production pipelines. 
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FIG:1 

 

V. RESULTS AND DISCUSSION 

 

The study’s results highlight situational suitability between serverless and container microservices in ML workflows. 
Serverless shows significant advantages in simplifying deployment and reducing cost for event-driven and burst-prone 
workloads, making it ideal for image tagging at scale or chatbots with fluctuating traffic. Cold starts, however, introduce 
unacceptable latency in strict SLA environments such as telehealth or industrial automation. Mitigations like pre-warming 
or provisioned concurrency help but raise baseline costs. Function chaining simplifies orchestration, though developers 
must optimize workflow granularity to manage latency and overhead. 
 

Container-based microservices maintain better performance for low-latency, high-throughput tasks but require more 
operational effort and incur idle resource costs. Hybrid architectures combining serverless frontends with containerized 
backends offer a balance—serverless handles bursty ingress and preprocessing, container GPUs handle sustained 
training/inference. 
These insights suggest design patterns: use serverless for stateless preprocessing and temperature spikes; reserve 
containers for core model execution and long-running tasks. Emerging serverless GPU-hosting appears promising, but 
falls short on resource flexibility and performance guarantees compared to established container platforms. 
 

VI. CONCLUSION 

 

Serverless computing reshapes ML workflows—offering simplified deployment, elastic scaling, and cost benefits for 
bursty or event-driven tasks. Nevertheless, limitations in cold-start latency, resource caps, and orchestration overhead 
restrict its utility for sustained, low-latency, or compute-heavy workloads. Containers and hybrid architectures remain 
essential complements, especially for training and high-throughput inference. 
 

VII. FUTURE WORK 

 

Future research should explore more mature serverless GPU support—offering longer runtime limits and more memory. 
Improving built-in state management, event orchestration, and function-level profiling would enhance usability. 
Frameworks that automatically decide whether to assign tasks to serverless or container environments based on real-time 
traffic and latency requirements could optimize pipelines dynamically. 
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